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Abstract: Fast calculation of high-precision cosine function 

becomes increasingly important in many areas of computer 
science. This paper proposes an algorithm for high-
performance calculation of cosine function using Maclaurin 
series and by exploiting benefits of parallelisation. It presents 
several parallel implementations of this algorithm in 
OpenCL framework, improving them from naïve to the 
optimised implementation. The paper shows comparison of 
time of execution when the algorithm is executed sequentially 
on CPU and in parallel on GPU, confirming enormous 
decrease in time of execution when algorithm executes in 
parallel. Finally, the paper draws conclusions about the 
scalability of algorithm and percentage of total time of 
execution wasted on communication overheads. 
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I. INTRODUCTION  
 
Calculations of trigonometric functions have become 

crucially important in diverse areas of computer science. 
From signal processing and communications to the graphic 
systems, reliance on correct result of trigonometric 
function is presupposed [6]. As the complexity of these 
systems increases, faster and more precise results of 
trigonometric functions are required. One of the most 
frequently used functions is the cosine function. Most 
commonly, it is calculated by the use of CORDIC 
algorithm which shows good performance in sequential 
execution, resulting with double-precision floating-point 
value [6]. However, fast growing industries of graphic 
systems (i.e. video games or simulations), electronics and 
sensor production demand even faster and more precise 
calculation of cosine function.  

Emerging development of parallel computing systems in 
the past decade introduces extraordinary possibilities of 
pushing performances of many highly efficient algorithms 
even further. This paper shall propose algorithm for high-
precision and high-performance calculation of cosine 
function, by exploiting benefits of parallelisation. The 
paper shall present the implementation of the algorithm for 
calculating Taylor series of cosine function in popular 
OpenCL framework, accompanied with the performance 
comparison and OpenCL limitation analysis.    

The paper shall firstly describe the problem of finding 
the value of cosine function and present the common 

algorithm with the use of Taylor series. Then, it shall 
briefly describe OpenCL, as a parallel programming 
framework which will be used for execution of parallel 
programmed algorithm. Afterwards, naïve implementation 
of that parallel program shall be presented together with 
suggestions on possible improvements. Finally, results of 
performance measurements of sequential and parallel 
programs shall be presented drawing conclusions on the 
OpenCL framework, algorithm and efficiency of proposed 
solution. This structure should fully support main goal of 
the paper – development of parallel algorithm for high-
precision and high-performance calculation of cosine 
function in OpenCL framework. 

 
II.  M ACLAURIN SERIES OF COSINE FUNCTION  

 
In this paper, specific form of Taylor series when it is 

centered at zero, also named as Maclaurin series, will be 
used. Maclaurin series of cosine function have the 
following form: 
 

cos � = ∑
(�	)�

(�)!
���

�� .    (1) 

 
However, since currently existing technologies cannot 

calculate infinite number of addends, the number of 
addends will be reduced from ∞ to some N, where N will 
determine precision of calculation. Hence, the input 
parameters of algorithm are real number x, which the 
cosine function is calculated for, and the integer number of 
addends - N. The output result of the algorithm is a real 
number representing the value of approximation of cosine 
function. 

One of possible sequential implementations of this 
algorithm shall be presented. The implementation of the 
algorithm is written in C++ programming language. 

 
float cos(float x, int N) { 
int n, i, sign, n2; 
float factorial=1, exp=1, cosine=0; 
float *addend = new addend[N]; 
for (n = 0; n < N; n++) { 
factorial = 1, exp = x, n2 = 2 * n; 
if (n % 2 == 1) sign = -1; 
else sign = 1; 
for (i = 1; i < n2; i++) {  
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exp *= x;  
}  
for (i = 2; i < n2; i++) {  
factorial *= i;  
}  
    addend[n]=(sign * exp) / factorial; 
} 
  for(n = 0;n <N; n++) cos+=addend[n]; 
return cosine; 
} 
 

This would be one of the intuitive implementations of 
the algorithm. There is an obvious opportunity for 
parallelisation -- calculating each addend (addend[n]) 
can be executed concurrently since loop dependency 
analysis discovers that there is no dependency between 
statements in different iterations of the loop. On the other 
side, summing up addends is not parallelisable, or rather it 
is not embarrassingly parallel. It can be partially 
parallelised by techniques such as sum reduction, but the 
analysis of an influence of communication overheads on 
the time of execution in the following sections of the paper 
shall determine whether it would positively or negatively 
affect the efficiency of the parallelisation.  

As presented, algorithm for calculating cosine function 
with Maclaurin series is not embarrassingly parallel 
algorithm, but there is significant section of the code that 
can be executed in parallel. Before presenting parallel 
implementation of the algorithm, short overview on 
technology that enables parallel execution will be made. 
 

III.  OPENCL 
 

OpenCL is a programming framework and a set of 
standards for heterogeneous parallel execution of 
instructions on diverse platforms and on cross-vendor 
hardware [3]. The major advantage of this level of 
abstraction is that it enables writing the code that is 
executable in the same form on variety of devices: from 
microcontrollers to CPUs and General Purpose Graphical 
Processing Units (GPGPU). Although relatively new 
technology introduced in 2009, OpenCL became 
widespread since large number of GPUs support execution 
of OpenCL programs. OpenCL specification describes 
abstract architecture that all devices which support 
OpenCL execution need to implement. Also, is specifies 
architecture that programmers should target when writing 
code for OpenCL execution. In that context, fundamentals 
of this specification shall be presented in brief, as the 
guideline for developing effective solution to the 
aforementioned problem.  

OpenCL, as the framework for parallel programming, 
firstly describes the devices involved in program 
execution. Within this specification, host device is the 
device which distributes parts of program (kernels) to 
other ''compute devices'' on which those parts of program 
are executed. Usually and in this paper specifically, the 
host is CPU, while devices which execute parts of parallel 

program are GPUs. As a result of this architecture 
specification, OpenCL successfully exploits enormous 
processing power of GPUs which most often consist of 
large number of cores and processing elements, executing 
instructions concurrently. Next, a communication between 
the host and devices is realized by commands sent by the 
host through command queue specific for each compute 
device and by exchange of memory objects: buffers and 
images. Finally, OpenCL specification describes memory 
hierarchy of compute devices which is comprised of 
global, local and private memory. Correctly written 
OpenCL program should target architecture which is 
accordant to this specification.  

Generally, parallel programs exploit either data-level 
parallelism, relevant when the same algorithm need to be 
performed for each element of a data structure or task-
level parallelism, relevant when algorithm consists of 
steps that can be executed in parallel. Obviously, solution 
to the previously defined problem will benefit from data-
level parallelism. At last, it needs to be stressed that 
efficiency of the parallel program on OpenCL platform 
largely depends on the quality of kernel function - function 
that will be executed on each processing element within 
compute devices, representing parallelisable part of the 
program. Therefore, following sections of the paper shall 
present and analyse different designs of a kernel function, 
created in order to parallelize aforementioned algorithm, 
measuring and comparing performances of program 
execution and finally, producing meaningful and 
significant conclusions.  

 
IV.  NAÏVE IMPLEMENTATION  

 
The naïve implementation presented in this section is a 

parallel equivalent of the described sequential naive 
implementation written in OpenCL framework. It's main 
part is a kernel function accepting a float value x - the 
number cosine should be calculated of, an integer value n- 
number of elements, and returns an array of floating-point 
numbers cosX- addends. It gets the work-item's global ID 
and checks whether it is smaller than the total number of 
elements that should be calculated. If this is the case, the 
function then assigns value to sign which corresponds to 
calculating (-1)n. This is followed by raising number x to 
2n in a for-loop which implements the part x2n. In the end, 
the factorial (2n)! is calculated in a for-loop. The function 
ends with combining these values into an addend. The 
described implementation is shown below. 

 
__kernel void cosine(__global float* x,  
__global float* cosX,  
const unsigned int N) 
{ 
int n = get_global_id(0); 
float x_n = 1; 
int sign, n2 = 2 * n; 
float factorial = 1;  
if(n < N) { 
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if(fmod(convert_float(n), 2))  
sign = -1; 
else sign = 1; 
for (int i = 1; i <= n2; i++)  
x_n *= *x; 
for (int i = 2; i <= n2; i++) 
factorial *= i; 
cosX[n] = power * x_n / factorial; 
} 
} 
 

The function returns an array of real numbers, which 
represent the addends. These addends could be added 
together on the GPU using sum reduction technique, but 
this idea demands an additional kernel function, which 
would inevitably lead to higher time overheads due to 
communication between CPU and GPU (communication 
overheads), and hence larger execution time. Therefore, 
the value of cosine is calculated by adding together these 
addends on the host. 

Since every work-item is independent, there is no need 
for synchronization in the sense of using barriers. They 
don't access the same set of data, so locks are not used. 
Generally, there is no communication between different 
work-items. 
 

V. POSSIBLE IMPROVEMENTS  
 

The previous naïve implementation of the cosine 
calculation using Maclaurin series has the following 
potential problems: 

1. The value of factorial for every addend is 
calculated in the kernel function 

2. Raising a number to power 2n is done in a for-
loop 

3. The if-statement at the beginning used for 
calculating sign 

4. The number of terms that can be calculated. 
A. Passing an Array of Factorials 

The first possible improvement deals with how the 
value of factorial is calculated. The for-loop used in the 
kernel function for the calculation is purely sequential. It 
might be better if the kernel function could accept a list of 
factorials as an argument and then address the value 
needed. In that case the factorial calculation would be 
done on the host and the value of each factorial would not 
be calculated on the GPU, possibly making the total 
execution time smaller.  
B. Using pow Function 

The second change is concerned with how the parameter 
x is raised to 2n. OpenCL includes a built-in function 

 
gentype pow(gentype x, gentype y) 

 
The gentype in this case is float and thus n has to 

be converted to float first: 
 

x_n = pow(x_n, convert_float(2 * n)); 

This function does not have a good performance 
generally [2], but it is expected to speed up the execution 
time since it replaces the mentioned for-loop.   
C. Introducing Ternary Operator 

The last possible improvement is made regarding the if-
statement where the program decides whether the addend 
should have positive or negative value. The if-statement 
takes more than one instruction to execute, whereas 
ternary operator takes a single instruction in most cases [1]. 
The following code excerpt shows how it is used: 

 
power=fmod(convert_float(n),2)?-1:1; 
 
D. Increasing The Number of Calculable Addends 
The previous improvements have resolved the first three 
problems. However, any further analysis requires the 
number of calculable addends to be higher than 16, which 
is a restriction imposed by the use of float. Any number 
x can be written in the form: 
 

� =
�

10�
× 10� 

 
where k∈ �. Thus the value of factorial of number 5 can 

be calculated and written as: 
 

5! =
	

	�
×

�

	�
×

�

	�
×

�

	�
×

�

	�
× 10� = 0.0012 × 10�. 

 
With the use of this principle, the kernel function is 

implemented in the following way: 
 

float eps_max= 1e35; 
float eps_min = 1e-35; 
float d=1; 
float v = *x; 
float factorial = 0.1; 
float expPow = 0; 
float expFact = 1; 
float sign = fmod(convert_float(n), 2) 
? -1 : 1; 
for(int i = 1; i <= n2; i++) { 
d = x_n < eps_min ? d * 10 : d; 
d = x_n > eps_max ? d / 10 : d; 
x_n *= v * d; 
expPow = expPow + log10(d); 
}  
 
d = 10; 
for (int j = 2; j <= n2; j++) { 
d = factorial > eps_max ? d * 10 : d; 
d = factorial < eps_min ? d / 10 : d; 
factorial *= (convert_float(j) /d); 
expFact = expFact + log10(d); 
} 
cosX[n] = (sign * x_n / factorial)  
* pow(convert_float(10),  
convert_float(expPow - expFact)); 
 
Since pow function has the same restriction regarding float 
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values, it will not be used here. Also, the values of 
factorials are now calculated on the GPU, since the 
increase in the size of an array that is being passed to the 
kernel function means that the communication overheads 
will increase. Variables eps_max and eps_minhold 
numbers which are close to the largest and lowest numbers 
a float value can hold. Current values of x_n and factorials 
are checked to make sure they are not greater than 
maximum value, or smaller than minimum value. If this 
happens, the current factor is divided by 10 and the 
exponent is increased by 1. When calculating an addend in 
the end, the exponents have to be taken into account as 
well. Although the value of factorial increases drastically, 
so does the value of x2n, and the previously mentioned 
principle of introducing exponents makes it possible to 
calculate a large number of addends. 
 

VI.  RESULTS 
 
In this section, some of the results obtained running 

sequential and parallel implementations are presented. The 
implementations were run on a CPU/GPU heterogeneous 
system. The CPU is a 64-bit Intel Core i5-3337U 2000 
MHz, with 3 MB cache. The GPU is an AMD Radeon HD 
7470M. It has 160 streaming processor cores each working 
at 750 MHz. The card has a dedicated memory of 512MB. 
The central system and the GPU communicate through 
PCI-Express 2.0. The GPU is connected to a 16-lanes slot 
(x16) able to transfer up to 8GB/s. The operating system 
used was Ubuntu 14.04 with Linux kernel 3.13.0-40. CPU 
code was compiled using gcc version 4.8.4.  For profiling 
OpenCL, AMD APP Profiler was used, enabling us to 
discover possible bottlenecks in the application. It has to 
be noted that there are slight deviations in the following 
graphs due to the fact that the measurements are done in 
real environment, where there are other factors affecting 
the execution time.  

The time needed for the kernel execution was measured 
using OpenCL profiling events with profiling timer 
resolution of 80 ns. The sequential code execution time 
was measured using methods in std::chrono (C++11) 
library. 

Table I shows the time needed for calculating 16 terms 
sequentially and parallelly. Improvement #1 regards the 
use of already calculated values of factorial. Improvement 
#2 includes Improvement #1 and the use of pow function. 
Improvement #3 includes Improvement #1, Improvement 
#2 and the use of ternary operator. The execution time of 
the naive parallel implementation for 16 addends is clearly 
larger. 

 
TABLE I. Comparison of parallel and sequential 
execution times for calculating 16 terms in ms. 

 Naïve Imprv. 
#1 

Imprv. 
#2 

Imprv. 
#3 

Sequential 0.003 0.001 0.015 0.015 
Parallel 0.189 0.150 0.103 0.060 
Speed up 0.015 0.007 0.145 0.250 

When the first improvement is made, the time needed 
for the computation on the GPU is shown in the second 
data column of the table. It is clearly smaller than the 
previous one, but it not as close fast as the sequential 
implementation.  

By using pow function, compared to the previous 
parallel implementation, the time needed is reduced. 
However, the corresponding sequential implementation is 
15 times slower than the previous one when pow function 
from cmath library is used. This is because cmath.pow 
function deals with the generic case of raising a number to 
any given power and so a number can be raised to a 
smaller power much faster by using simple multiplication 
in a for-loop. However, this is obviously not the case with 
OpenCL built-in pow function, although it is also a 
generic function. 

Although the previous changes have greatly improved 
the parallel execution time (around 3 times), they still 
don't make it faster than the sequential one. Moreover, the 
number of calculable addends is up to 16 and 
parallelization of a small scale problem does not make 
sense [4]. Therefore, the fourth improvement has to be 
introduced. When the new principle of writing factorials 
and powers of x is used it enables calculating enormously 
large number of addends. The time needed for calculating 
N=10,20,...,1000 terms sequentially and parallelly is 
shown in Fig. 1. As the size of output array increases, 
more time is needed for transferring data onto the GPU 
and communication overhead gets larger. 

Fig. 2 shows the same measurement, but for 100 
addends only. The two curves (connecting the points on 
the graph) intersect at point N = 50 indicating that for 
number of terms larger than 50, the parallel 
implementation of the cosine calculation using Maclaurin 
series becomes more efficient. 

The best-fit line connecting points (Ni, ti) representing 
parallel execution time needed for calculating N terms has 
the form 

 
t = 0.390 + 0.003N. 

 

 
Fig. 1. Sequential and parallel execution time. 
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Fig. 2. Parallel and sequential execution time for 

calculating 100 terms. 
 
When N = 0, t(0) = 0.390 and this represents the case 

when no addends should be calculated and thus no 
calculation is to be done on the GPU. However, an 
overhead still exists, and it amounts to t(0). If we assume 
that the amount of communication overhead is constant no 
matter what amount of data should be transferred (and this 
can be assumed since the difference between transferring 
is fairly insufficient), we can calculate the percentage of 
total time that overhead occupies. This is shown in Fig. 3. 
Clearly the amount of overhead in the total time decreases 
as the size of input and output arrays increases indicating 
that the effect of overhead becomes neglectable as the 
scale of problem gets larger. 

 

 
Fig. 3. Percentage of communication overhead. 

 
The previously discussed results show that there is a 

significant decrease in the execution time when cosine 
calculation is done in parallel and for number of terms 
larger than 50. Since 1.67% of the code is sequential when 
calculating 1000 terms, according to the Amdahl's law, the 
largest possible speedup is 60 times. The process of 
calculating 1000 terms in parallel lasts for 3.5 ms, while 
the same process done sequentially lasts for 145 ms. The 
speed-up in this case clearly amounts to 41 times, which is 

a notable improvement. For number of terms smaller than 
50, sequential implementation is more efficient, but the 
use of OpenCL pow function and ternary operator can 
lower the gap between the sequential and parallel 
execution time, making the parallel implementation usable 
even for smaller number of addends. Generally speaking, 
the parallel implementation is clearly a better solution to 
the problem as it can be concluded from Fig. 1. 

 
VII.  CONCLUSION  

 
Cosine function, as one of the most relevant 

trigonometric functions in many areas of computer 
science, is generally calculated by CORDIC algorithm – 
algorithm which shows the best performances in 
sequentially executed programs. Slower alternatives are 
algorithms which use calculation based on Taylor or 
rather, Maclaurin series. However, these algorithms are 
suitable for parallelisation. Implementation of one of those 
algorithms in OpenCL – programming framework for 
parallel heterogeneous systems, is presented in this paper 
and the comparison in time efficiency between sequential 
and parallel implementations was made. Results showed 
extraordinary decrease in time needed for program 
execution when it is executed in parallel, in comparison to 
sequential execution. However, this is the case only when 
the number of iterations within the algorithm is big 
enough. For smaller scale, due to time overheads caused 
by communication between CPU and GPU, sequential 
execution showed to be faster. This makes parallel 
implementation most efficient in situations when a large 
number of addends is used – situations when a highly 
precise value of cosine function is required. 

Algorithm for calculating cosine function proposed in 
this paper appeared to have high performances when 
executed in parallel in OpenCL framework, especially for 
values of high-precision. Therefore, this paper, not only 
that it accomplished its purpose, but it gave a contribution 
to the emerging trend of parallelising whole variety of 
algorithms and executing them on increasingly widespread 
technologies such as OpenCL. Growing industries of 
graphic systems and electronics guarantee that 
achievements of this and whole other set of papers on 
similar topics, will go beyond the borders of academic 
community and eventually deliver their benefits to the 
technological development of the society. 
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